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Bandit Convex Optimisation
An introduction 
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Bandit Convex Optimisation
General setting

Let:  
‣ , convex body 

‣Convex  

‣In each round : 
• Learner chooses action  
• Suffers loss   
• Observes  
•  conditionally Sub-Gaussian and 

mean .

K ⊆ ℝd

ℓ1, …, ℓn : K → [0,1]

t = 1,…, n
At ∈ K

ℓt(At)
Yt = ℓt(At) + εt

εt
0

Regret is measured as: 

Regn =
n

∑
t=1

ℓt(At) − min
x∈K

n

∑
t=1

ℓt(x)
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Bandit Convex Optimisation 
Adversarial setting

Let:  
‣ , with  

‣Convex  

‣In each round : 
• Learner chooses action  
• Suffers loss   
• Observes  
•  conditionally Sub-Gaussian and 

mean .  
• Or  for all 

K ⊆ ℝd 𝔹(1) ⊆ K ⊆ 2𝔹(d + 1)

ℓ1, …, ℓn : K → [0,1]

t = 1,…, n
At ∈ K

ℓt(At)
Yt = ℓt(At) + εt

εt
0

εt = 0 t = 1,…, n

Regret is measured as: 

Regn =
n

∑
t=1

ℓt(At) − min
x∈K

n

∑
t=1

ℓt(x)
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Bandit Convex Optimisation 
Stochastic setting

Let:  
‣ , with  

‣Convex  

‣In each round : 
• Learner chooses action  
• Suffers loss   
• Observes  
•  conditionally Sub-Gaussian  and 

mean 

K ⊆ ℝd 𝔹(1) ⊆ K ⊆ 2𝔹(d + 1)

ℓ : K → [0,1]

t = 1,…, n
At ∈ K

ℓ(At)
Yt = ℓ(At) + εt

εt
0

Regret is measured as: 

Regn =
n

∑
t=1

ℓ(At) − min
x∈K

n

∑
t=1

ℓ(x)



Regret
With some previous results



Previous Regret Results
<latexit sha1_base64="9Kf//DLaJHVuiMCGvgFwcnzlGzY="></latexit>

Paper Assumptions Regret Stochastic Regret Adversarial Running Time

[Flaxman et al., 2005]
bounded convex,

Lipschitz
Õ(

p
dn

3
4 ) Õ(

p
dn

3
4 ) O(d)

[Abernethy et al., 2009] linear Õ(d
p
n) Õ(d

p
n) O(d2)

[Hazan and Levy, 2014]
strongly convex,

smooth
Õ(d

r⇣
#+ �

↵

⌘
n Õ(d

r⇣
#+ �

↵

⌘
n O(d)

[Suggala et al. 2021] convex quadratic Õ(d16
p
n) Õ(d16

p
n) O(d4)

[Bubeck et al., 2017] bounded convex Õ(d10.5
p
n) Õ(d10.5

p
n) poly(d, T )

[Lattimore, 2020] convex Õ(d2.5
p
n) Õ(d2.5

p
n) exp(d, T )

[Lattimore and Gyorgy, 2021] convex Õ(d4.5
p
n) ⇥ poly(d)

[Lattimore and Gyorgy, 2023]
Lipschitz convex,

unconstrained
Õ(d1.5

p
n) ⇥ O(d3)

[Suggala et al., 2024]
-convex,

bounded (gradients)
Õ(d2.52p

n) Õ(d2.52p
n) O(d2)

Ours Bounded Convex Õ([d1.5, d1,75]
p
n) Õ(d3.5

p
n) O(d3)



Previous Regret Results
<latexit sha1_base64="9Kf//DLaJHVuiMCGvgFwcnzlGzY="></latexit>

Paper Assumptions Regret Stochastic Regret Adversarial Running Time

[Flaxman et al., 2005]
bounded convex,

Lipschitz
Õ(

p
dn

3
4 ) Õ(

p
dn

3
4 ) O(d)

[Abernethy et al., 2009] linear Õ(d
p
n) Õ(d

p
n) O(d2)

[Hazan and Levy, 2014]
strongly convex,

smooth
Õ(d

r⇣
#+ �

↵

⌘
n Õ(d

r⇣
#+ �

↵

⌘
n O(d)

[Suggala et al. 2021] convex quadratic Õ(d16
p
n) Õ(d16

p
n) O(d4)

[Bubeck et al., 2017] bounded convex Õ(d10.5
p
n) Õ(d10.5

p
n) poly(d, T )

[Lattimore, 2020] convex Õ(d2.5
p
n) Õ(d2.5

p
n) exp(d, T )

[Lattimore and Gyorgy, 2021] convex Õ(d4.5
p
n) ⇥ poly(d)

[Lattimore and Gyorgy, 2023]
Lipschitz convex,

unconstrained
Õ(d1.5

p
n) ⇥ O(d3)

[Suggala et al., 2024]
-convex,

bounded (gradients)
Õ(d2.52p

n) Õ(d2.52p
n) O(d2)

Ours Bounded Convex Õ([d1.5, d1,75]
p
n) Õ(d3.5

p
n) O(d3)



There exists an algorithm such that with probability 
at least ,  

 

In the Stochastic setting this can be improved to 

 

Where , depending on the 
geometry of the body 

1 − δ

Regn ≤ d3.5 npolylog(n, d,1/δ)

Regn ≤ Md2 npolylog(n, d,1/δ)

M ∈ [d−1/2, d−1/4]
K

Theorem 1 & 2

‣Only Boundedness and 
Convexity needed

Regret Guarantee



‣Adapt the algorithm for the unconstrained setting of [Lattimore and György, 2023] 

• Unconstrained -> Constrained: Construct a “Bandit” extension based on the 
Minkowski functional inspired by [Mhammedi, 2022] 

• Stochastic -> Adversarial:  

• Add “Negative” bonuses, which can be seen as an increasing learning rate and 
improves exploration 

• Use a similar restarting technique as in [Suggala et al. 2021] and [Bubeck et al, 
2017] 

Plan  of attack 

Some Intuition

https://proceedings.mlr.press/v195/lattimore23a.html
https://proceedings.mlr.press/v178/mhammedi22a.html
https://proceedings.mlr.press/v134/suggala21a.html
https://dl.acm.org/doi/abs/10.1145/3055399.3055403?casa_token=7nG3501eqKQAAAAA:IsES8jx_Zk5pZAnCy0QrIutUr-nIdJEr43um2udfQefvvFBp9tBG4MWh3B4PSkbCM-l1F92vA9J0
https://dl.acm.org/doi/abs/10.1145/3055399.3055403?casa_token=7nG3501eqKQAAAAA:IsES8jx_Zk5pZAnCy0QrIutUr-nIdJEr43um2udfQefvvFBp9tBG4MWh3B4PSkbCM-l1F92vA9J0


Convex Extension, Bandit version 



Convex extension, bandit edition

Utilise the Minkowski functional: 
π(x) = inf{t > 0: x ∈ tK}

<latexit sha1_base64="b4ziyi4vk4t4ViTZ67t9Mec7C58="></latexit>

y s.t ⇡(y) = 9
10

K

K 1
10

Shrink K → Kε = {x ∈ ℝd ∣ πϵ(x) = π(x)
1 − ϵ ≤ 1}

Define the extension of  from , ℓ Kε → ℝd

f(x) = π+(x)ℓ ( x
π+(x) )+

2(π+(x) − 1)
ϵ

= π+(x)ℓ ( x
π+(x) ) + 2v(x) .

“Linearly” extend  from the boundary of Kε

π+(x) = max(1,πε(x))

Inspired by [Lattimore 2024, Figure 3.1]



Estimation

Utilise the Minkowski functional: 
π(x) = inf{t > 0: x ∈ tK}

<latexit sha1_base64="b4ziyi4vk4t4ViTZ67t9Mec7C58="></latexit>

y s.t ⇡(y) = 9
10

K

K 1
10

Shrink  using K → Kε πϵ(x) = π(x)
1 − ϵ ≤ 1

Set the action to , and estimate the 
loss 

.

A = X/π+(X)

Y = π+(X)[ℓ (A) + ε] + 2v(X)

“Linearly” extend  from the boundary of Kε

π+(x) = max(1,πε(x))

Inspired by [Lattimore 2024, Figure 3.1]

Convex extension, bandit edition



Properties  extensionℓt

‣  for all  

‣  is convex on  

‣  for all  

f(x) = ℓ(x) x ∈ Kε

f ℝd

∂x f(x) ≥ 0 x ∉ Kε

Lemma 4

f(x) = π+(x)ℓ ( x
π+(x) ) + 2v(x)

Convex extension, bandit edition

‣Need  

‣Leads to  being -Lipschitz 

‣But still 

ε = Θ(1/ n)
f O( n)

n

∑
t=1

Y2
t = Õ(n)



Gaussian Optimistic Smoothing 



To run Online Newton: 
From 1 sample, , Estimate: 

‣  

‣  

‣

Yt

ℓt(At)

∇ℓt(At)

∇2ℓt(At)

Some Problems & Requirements: 

‣Twice Differentiable  

‣The obvious estimators need 
multiple queries  

‣For non-linear  there exist no 
unbiased estimators

ℓt

Motivation

Full Information setting:  
‣Run OGD, Online Newton, etc.



Definition
Gaussian Optimistic Smoothing

Let  be a bounded convex function, and , given paramater 
, define  

f : ℝd → ℝ X ∼ 𝒩(μ, Σ)
λ ∈ (0, 1

1 + d )
s(x) = 𝔼 [(1− 1

λ ) f(X)+ 1
λ f((1 − λ)X + λx)]

Definition

Set  q(x) = ⟨s′￼(μ), x − μ⟩+ 1
4 ∥x − μ∥2

s′￼′￼(μ)



Estimation

Estimated versions of  and its gradients and hessians is obtained by s

Definition

•  

• , where  is the density 

of the -distribution.

̂q(z) = ⟨ ̂s′￼(μ), z − μ⟩+ 1
4 ∥z − μ∥2

̂s′￼′￼(μ)

r(X, z) =
p ( X − λz

1 − λ )
(1 − λ)d p(X)

p

𝒩(μ, Σ)

•  

•  

•

̂s(z) = (1 +
r(X, z) − 1

λ ) Y

̂s′￼(μ) =
Yr(X, μ)

1 − λ
Σ−1

t ( X − μ
1 − λ )

̂s′￼(μ) =
λYr(X, μ)
(1 − λ)2 (Σ−1 [ X − μ

1 − λ ] [ X − μ
1 − λ ]

⊤

Σ−1 − Σ−1)

Gaussian Optimistic Smoothing



Estimation

Estimated versions of  and its gradients and hessians is obtained by s

Definition

•  

• , where  is the density 

of the -distribution.

̂q(z) = ⟨ ̂s′￼(μ), z − μ⟩+ 1
4 ∥z − μ∥2

̂s′￼′￼(μ)

r(X, z) =
p ( X − λz

1 − λ )
(1 − λ)d p(X)

p

𝒩(μ, Σ)

•  

•  

•

̂s(z) = (1 +
r(X, z) − 1

λ ) Y

̂s′￼(μ) =
Yr(X, μ)

1 − λ
Σ−1

t ( X − μ
1 − λ )

̂s′￼(μ) =
λYr(X, μ)
(1 − λ)2 (Σ−1 [ X − μ

1 − λ ] [ X − μ
1 − λ ]

⊤

Σ−1 − Σ−1) Only concentrates well in the 
focus regions 

{x ∈ K ∣ λ∥x − μt∥Σ−1
t

≤ 1
L }

Gaussian Optimistic Smoothing



Summary

‣Extend  from  to  

‣Calculate  surrogate 
‣Estimate Quadratic Approximation 

‣Next step is: Run Follow-The-Regularized-Leader 
‣ (With 2 extra tricks in the Adversarial case)

ℓt K ℝd

st



Algorithm 
For the Stochastic case 



Algorithm
In words, Stochastic case

<latexit sha1_base64="Rj7nHbmXlXVFz/swFkHrbIsKtqo="></latexit>

1 input n , ⌘ , � , � and K0 = K"

2 for t = 1 to n

3 l e t �t�1(x) =
1

2�2 kxk2 + ⌘
Pt�1

u=1 q̂u(x)
4 compute µt = argminx2Kt�1

�t�1(x) and ⌃�1
t = �00

t�1(µt)

5 sample Xt ⇠ N (µt,⌃t)
6 play At =

Xt
⇡+(Xt)

and observe Yt = ⇡+(Xt)[`t(At) + "t] + 2v(Xt)

7 Kt = Kt�1 \ {x : kx� µtk2t  Fmax}
8 end for

‣Run FTRL on Quadratic estimation + 
Regularizer 

‣Determines  and  

‣Sample action and observe loss 
‣Update Focus region

μt Σ−1
t



‣Adversarial Case: 

• Add negative terms to the objective 

• Restart condition 

‣How the geometry of  affects the regret result in the stochastic case 

‣Submodular minimisation  

‣Proofs 

K

25

In the paper



Thank you for your attention!
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Algorithm 
For the Adversarial case 



Algorithm
In words, Full version

<latexit sha1_base64="ng58Ef8xN8JKCXi9rDDV0UhfKYM="></latexit>

1 input n , ⌘ , � , � , � and K0 = K"

2 for t = 1 to n

3 l e t �t�1(x) =
1
2 kxk

2 +
Pt�1

u=1 [u(x) + ⌘
Pt�1

u=1 q̂u(x)
4 compute µt = argminx2Kt�1

�t�1(x) and ⌃�1
t = �00

t�1(µt)

5 sample Xt ⇠ N (µt,⌃t)
6 play At =

Xt
⇡+(Xt)

and observe Yt = ⇡+(Xt)[`t(At) + "t] + 2v(Xt)

7 Kt = Kt�1 \ {x : kx� µtk2t  Fmax}
8 compute zt = argminz2Rd

Pt�1
s=1 1([s 6= 0) kz � µsk2s

9 [t(x) =

8
>>>><

>>>>:

0 if
Pt�1

s=1 1([s 6= 0) kzt � µsk2s � Fmax
16

�� kx� µtk2t if k·k2t 6�
Pt�1

s=1 1([s 6= 0) k·k2s
�� kx� µtk2t if kµt � ztk2t � Fmax

8

0 otherwise .

10 i f maxy2Kt ⌘
Pt

u=1 (ŝu(µu)� ŝu(y))  ��Fmax

32

11 then r e s t a r t a lgor i thm
12 end i f
13 end for

‣Run FTRL on Quadratic estimation + 
Bonus + Regularizer 

‣Determines  and  

‣Sample action and observe loss 
‣Update Focus region 

‣Add bonus in Adversarial setting 

‣Check if the optimum is not moving 
away

μt Σ−1
t



Geometry of the Constraint Set

The mean width of the polar body  of the constraint set  

 

The paramater of interest is  
Dimension dependence is controlled by  

(a) Without any assumption on  you can take , but the algorithm may be 
computationally inefficient.  

(b) Given access to sampling and membership oracles for  you can take  and 
the algorithm is efficient. 

(c) Given access to sampling and membership oracles for a symmetric  you can take 
 and the algorithm is efficient. 

K∘ K

M(K∘) = ∫𝕊(1)
π(x)dρ(x)

M = max(d−1/2, M(K∘))
Md2

K M = d−1/2

K M = d−1/4

K
M = d−1/2

Stochastic Case Only



Informally: 
‣If the optimum is leaving the Focus region -> Restart triggered 
‣If a Restart is triggered -> Negative regret -> Restart is Safe

Restart condition



�10 �7.5 �5 �2.5 0 2.5 5 7.5 10

0

2

4

6

8

10

x

f(x) = |x|
s(x) ‣ ,  

‣  

‣Approximation only good 
around  

‣Always Optimistic

μ = 1
2 σ2 = 1

λ = 1
2

μ

Example



�10 �7.5 �5 �2.5 0 2.5 5 7.5 10

0

2

4

6

8

10

x

f(x) = |x|
s(x)
1
n

Pn
t=1 ŝt(x)

‣  

‣ ,  

‣  

‣Approximation only good 
around  

‣Estimation really only valid 
around  

‣Non-Convex! 

‣Not Optimistic everywhere

n = 104

μ = 1
2 σ2 = 1

λ = 1
2

μ

μ

Example


