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Attribution methods 



Post-Hoc and local explanations
Setting

Machine learning model, e.g. a classifier:  
<latexit sha1_base64="L8zg7AJZKoHwNd4mHbwV/+dSKv0="></latexit>
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f(x) = 0
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Input to be  
explained

‣Local: Only explain the part of  that is 
relevant for x 

‣Post-Hoc: The function  is given and fixed 

f
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Attribution methods
Setting
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 attributes a weight to each 
feature which explains how important the 
feature was for the classification of  of 

φf(x) ∈ ℝd

x f

Machine learning model, e.g. a classifier:  
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Attribution methods
Example <latexit sha1_base64="6dFZao1IOs4Q5BeWJEjm8dVvPcY="></latexit>
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 linear, low dimension  

 

‣In general  will depend on  

‣Most methods follow this example, by locally linearising around  

f d

f(x) = θ0 +
d

∑
i=1

xiθi

φf(x)i = θi

φf x
x



Examples (LIME)
Lime: Extract local linear approximations of  near  and report coefficients 

‣ Optionally: Apply some dimension reduction before linearising.  

f x

Lime for tabular data1

1Image source: https://github.com/marcoctr/lime 

https://github.com/marcoctr/lime


Examples (Gradient)

‣Vanilla gradient:




‣SmoothGrad: 




‣Integrated Gradients: 


φf(x) = ∇f(x)

φf(x) = 𝔼Z∼𝒩(x,Σ)[∇f(Z)]

φf(x) = (x − x0)∫
1

0
∇f(x0 + t(x − x0))dt

4Image source: [Smilkov et al., 2017]

Gradient methods



Counterfactuals

5Image source: [Verma et al., 2020]

Example

"If your Income would have been 
€40.000,- instead of €35.000,-, your loan 
application would have been accepted”



Counterfactuals as attributions

5Image source: [Verma et al., 2020]

Counterfactuals

Consider Binary classification  
and let .  

A counterfactual  for  is  

 

Counterfactuals can be seen as Attributions 

f : 𝒳 → {−1,1}
x ∈ 𝒳

xCF x

xCF ∈ arg min
y∈C

∥x − y∥ s . t . f(xCF) ≠ f(x)

φf(x) = xCF − x



Robustness & 
Recourse sensitivity 



Robustness

Definition

x
y

'f (y)

'f (x)

X Rd

An attribution method  for  is called Robust if it 
is continuous

φf f

Similar users require similar explanations

Similar definitions and motivation can be found in 
[Karimi et al 2021, Alvarez-Melis and Jaakkola 
2018, Khan et al. 2024]



Recourse sensitivity 
Motivation

User has some goal in mind:


‣ Wants to get a loan


‣ Increase their credit score


‣ Increase a probability 


‣ Wants to upload a profile picture to get an OV 
card.

The explanation should allow the 
user to reach this goal



Recourse sensitivity 
Informal definition

An Attribution method is called Recourse Sensitive if 
the user can achieve a sufficient utility increase when 

moving in the direction of φf(x) x

y

X

A(x)

uf (x, y) � ⌧

= 'f (x)
This is very weak requirement!



Recourse sensitivity 
Utility

Measure if some utility  exceeds some threshold :


‣Undesirable classification:





‣Increase score:





‣Decrease a probability:


uf : 𝒳 × 𝒳 → ℝ uf(x, y) ≥ τ

uf(x, y) = f(y) ≥ 0

uf(x, y) = f(y) − f(x) ≥ τ

uf(x, y) =
f(x)
f(y)

≥
1

1 − p
= τ



Recourse sensitivity 

Consider the points close to  that achieve sufficient utility 

 

An Attribution function  is called Recourse Sensitive if for 
each  there exists  and  s.t.  

 

If  .

x

U(x) = {y ∈ 𝒳 ∣ uf(x, y) ≥ τ, ∥x − y∥ ≤ δ}

φf

x ∈ 𝒳 α > 0 y ∈ U(x)

φf(x) = α(y − x),

U(x) ≠ Ø

Definition

Definition

x

y

X

A(x)

uf (x, y) � ⌧

= 'f (x)

Define set of attainable points from 
x

A(x) = {y ∈ 𝒳 ∣ ∥x − y∥ ≤ δ}



Recourse sensitivity 
Example

Provides Recourse!

Provides No Recourse!

Profile Picture Gradient LIME manual LIME auto SHAP

(a) Accepted profile picture (b) Rejected profile picture



Impossibility 



Attribution methods cannot always


• Provide Recourse 


• Be Robust

Impossibility result



Impossibility result

Setting


• ,


• ,


• , .

𝒳 = ℝd

uf(x, y) = f(y)
τ = 0 δ > 0

Specific case (Binary classification)

There exists a continuous function  such that no attribution method  can be both 
recourse sensitive and continuous

f φf

Theorem



Proof sketch
R = {x ∣ recourse is possible by moving at most δ left}
L = {x ∣ recourse is possible by moving at most δ left}

<latexit sha1_base64="4ruAH2gRev/Z6eqeC/O0Ht3HZC4="></latexit>
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Proof sketch
R = {x ∣ recourse is possible by moving at most δ left}
L = {x ∣ recourse is possible by moving at most δ left}
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φf(x) =
< 0 for x ∈ L∖R
> 0 for x ∈ R∖L
≠ 0 for x ∈ L ∩ R

Class +1

Class -1



Proof sketch
R = {x ∣ recourse is possible by moving at most δ left}
L = {x ∣ recourse is possible by moving at most δ left}

<latexit sha1_base64="4ruAH2gRev/Z6eqeC/O0Ht3HZC4="></latexit>
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But this contradicts continuity!

(By the intermediate-value theorem)


This example can be embedded into higher 
dimensions

φf(x) =
< 0 for x ∈ L∖R
> 0 for x ∈ R∖L
≠ 0 for x ∈ L ∩ R

Class +1

Class -1



Recourse sensitivity 
Example

Provides Recourse!

Provides No Recourse!

Profile Picture Gradient LIME manual LIME auto SHAP



When is Recourse and 
Robustness possible?



Recourse and Robustness is possible sometimes

‣Preferred class, i.e.   


‣Let  be convex


‣Then Recourse and Robustness is 
possible!

uf(x, y) = f(y) ≥ 0

U = {x ∈ 𝒳 | f(x) ≥ 0}

Binary classification

f(y) � 0f(y) < 0

x
'f (x)

φf(x) = PU(x) − x



‣General Utility 


‣  become  
dependent


‣We need:


• “Continuity of ”


• Projections should exist and be unique

uf(x, y)

U(x) = {y |uf(x, y) ≥ τ} x

U(x)

f(y) � 0f(y) < 0

x
'f (x)

φf(x) = PU(x) − x

Recourse and Robustness is possible sometimes
General case



Set-valued function :


‣Upper Hemi-continuity: U(x) cannot suddenly explode


‣Lower Hemi-continuity: U(x) cannot suddenly implode

U : 𝒳 → 2𝒴Hemi-continuity

UHC, but not LHC4 LHC, but not UHC4

4Image source: https://en.wikipedia.org/wiki/Hemicontinuity 

https://en.wikipedia.org/wiki/Hemicontinuity


Let  be a utility function with the following 
properties:


1. For every , the projection onto  
exists and is unique;


2. The set-valued function  is Hemi-
continuous and closed.


Then the function given by:




Is a recourse sensitive and robust attribution map. 

uf(x, y)

x ∈ 𝒳 U(x)

U(x)

φf(x) = arg min
y∈U(x)

∥x − y∥ − x = PU(x)(x) − x

Theorem

Recourse and Robustness is possible sometimes
General case

Proof sketch:

‣Berge’s Maximum Theorem gives 

continuity of the projections


‣Check that Recourse sensitivity is 
satisfied



1. Set-Valued explanations: Give the user all 
possible ways to achieve the goal:


• Pro: Recourse & Robustness is possible

• Con: Computational problems & loses 

Attribution interpretation


2. Linearising with High-level features/
Concepts: Attribute groups of features/
concepts in the features: 

• Pro: Attribution, Recourse & Robustness is 
possible


• Con: Definition of concepts ambiguous / 
combinatorial explosion of feature groups

Possible work-arounds 

Work-arounds

Some observations:

‣Counterfactuals are always recourse 

sensitive

‣Robustness only fails if the 

counterfactual is not unique

What if we change the set up a bit? 



Conclusion

Summary: 

‣ There exist  for which recourse sensitivity + robustness is impossible


‣ There are cases for which it is possible, but they require strong conditions


‣ Sufficient Conditions for when Recourse and Robustness is possible


‣Discussion on possible ways around this Impossibility result 


Further extensions in the paper: 

‣ Full characterisation in Single Feature case


‣Constraints on user actions

f



Thank you for your attention!
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